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Abstract: Patent office’s increasingly use artificial intelligence to support prior-art searching,
classification, machine translation, document ranking, workflow allocation, and other
examination-related functions. These systems can reduce search burden and improve access
to rapidly expanding patent and non-patent literature, but they also introduce transparency
challenges that are particularly significant in legally consequential administrative decision-
making. Applicants may be unable to determine why particular prior-art documents were
surfaced, which information influenced algorithmic ranking, whether relevant documents
were omitted, or how extensively an examiner relied on an Al recommendation.

This study develops a Transparent Al Patent Examination Governance Framework and
evaluates its operation through a reproducible simulation involving 1,800 synthetic patent
applications across mechanical systems, computer-implemented inventions, chemistry, and
biotechnology. Simulated Al prior-art retrieval recall ranged from 86.8% to 95.1% across
technical domains, demonstrating meaningful domain-dependent performance differences.
Under an Al-only recommendation scenario, unexplained adverse-recommendation rates
ranged from 11.6% to 19.1%. Introducing source-level traceability, recorded search histories,
uncertainty disclosure, examiner verification, reasoned legal analysis, and override logging
reduced the average modeled unexplained adverse-recommendation rate from 15.5% to 3.9%.
The findings support a human-centric architecture in which Al retrieves, ranks, classifies, and
recommends while patentability conclusions remain attributable to authorized human

examiners.
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Transparency should therefore encompass not merely disclosure that Al was used, but
traceability of evidence, reproducibility of relevant searches, documentation of model
limitations, meaningful examiner control, applicant-facing reasoning, confidentiality

protection, and continuous post-deployment auditing.

Keywords: artificial intelligence; patent examination; transparency; prior-art search;

explainable Al; intellectual property; algorithmic accountability

Introduction

Patent examination depends on the ability of examiners to identify technically relevant prior
art and apply legal criteria consistently to claims presented in patent applications. The
continuing expansion of searchable technical literature has increased interest in artificial
intelligence as a means of assisting patent offices with document retrieval, classification,
similarity analysis, translation, and workflow management.
Al is already part of operational patent-office infrastructure. WIPO's index of Al
initiatives reports the use of artificial intelligence by intellectual property offices for activities
including patent prior-art search, patent classification, machine translation, and examination
management. The USPTO's PE2E Similarity Search, for example, generates lists of domestic
and foreign patent documents similar to an application being searched while allowing
examiners to refine searches through classification symbols and selected text.
Recent deployment is becoming more extensive. The USPTO launched its Artificial
Intelligence Search Automated Pilot Program in 2025 to test Al-generated pre-examination
prior-art searches, while the EPO's 2026 examination guidance explicitly recognizes Al as a
technology capable of improving institutional quality and efficiency while retaining a human-
centric approach.
These developments create several transparency concerns:

e applicants may not know how Al-supported documents were ranked

e search results may omit relevant prior art

« technical-domain differences may be hidden by aggregate accuracy

e opaque Al suggestions may influence examiner judgment through automation bias

« proprietary or evolving models may complicate reproducibility
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o responsibility may become unclear if an Al recommendation contributes to an
erroneous examination outcome

Transparency must therefore extend beyond simply stating that an Al system was used.

Literature Review
a) Al-Assisted Prior-Art Search and Classification

Al-supported patent searching is increasingly operational rather than hypothetical. The
USPTO's Similarity Search uses examiner-selected application information and trained Al
models to identify and rank potentially similar patent documents. USPTO documentation
states that the models use publicly available patent information including disclosure text,
classifications, citations, and human-rated similarity.

WIPO likewise documents Al-supported patent-office activities internationally, including
classification, prior-art search, and automated processing. WIPO has also emphasized that Al
can help offices address increasing workloads by assisting examiners in locating potentially

relevant prior art.

b) Human-Centric Patent Examination

The EPO's Al Policy provides an especially clear institutional position: Al should augment
human capabilities, while final decisions remain with human decision-makers and
accountability remains attributable to the EPO and its authorized personnel. The policy also
identifies pre-search, machine translation, pre-classification, and reclassification as current
Al-supported activities.
Important transparency dimensions include:

o traceable source documents

« identifiable search inputs

e documented model versions

e visible uncertainty

e examiner override capability

« reproducible decision records

o applicant-facing legal reasoning
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Research Gap

Existing patent-office initiatives demonstrate substantial interest in using Al to improve
examination quality and efficiency, but institutional transparency has not developed
uniformly across all possible Al-assisted functions.

First, prior-art retrieval systems may be evaluated according to speed or relevance without
sufficiently analyzing search completeness. In patent examination, a system can return highly
relevant documents while still omitting a decisive reference.

Second, ranking transparency is frequently less developed than document traceability.
Knowing which documents were returned does not necessarily explain why one reference
appeared first while another remained outside an examiner's attention.

Third, technical-domain performance may vary. Language structure, formulaic chemical
disclosures, biotechnology sequences, software terminology, and mechanical descriptions
create substantially different information-retrieval environments.

Fourth, automated assistance can affect human reasoning even where the machine lacks
formal decision authority. An examiner may give disproportionate weight to Al-ranked
results, creating automation bias without an official delegation of legal decision-making.
Fifth, evolving models complicate procedural reproducibility. A search conducted after a
model update may not generate the same ranking as an earlier search unless system versions
and material parameters are recorded.

Sixth, public transparency must be balanced with unpublished-application confidentiality,
security, and protection of internal examination infrastructure.

The research gap is therefore not whether Al can assist patent examination, but how to make
such assistance traceable, contestable, reproducible, and legally attributable without exposing

confidential information or undermining examiner independence.

Novelty / Proposed Contribution

This study proposes the Transparent Al Patent Examination Governance Framework (TAI-
PEGF).

The framework introduces a distinction among four forms of transparency.
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o Evidence Transparency requires every legally relevant Al recommendation to be
connected to identifiable patent documents, scientific literature, classification
information, or other verifiable sources.

e Process Transparency requires documentation of when Al was used, for which
examination function, and under which system or model version.

o Reasoning Transparency requires the final legal conclusion to explain why
identified evidence satisfies or fails to satisfy the applicable patentability criteria.

e Accountability Transparency requires an identifiable human examiner or authorized
decision-making body to remain responsible for the examination action.

The framework further distinguishes four Al outputs:

e Search Assistance: retrieval of potentially relevant prior art.

« Analytical Assistance: clustering, similarity ranking, translation, classification, or
summarization.

« Recommendation: identification of possible examination issues requiring examiner
consideration.

e Legal Determination: novelty, inventive step or non-obviousness, disclosure
sufficiency, eligibility, unity, or other legally operative conclusions.

The first three functions may be Al-assisted. The fourth requires accountable application of
law by the authorized patent authority.

This design avoids two extremes: treating Al as an invisible administrative tool whose
influence requires no scrutiny, or requiring disclosure of every technical implementation
detail regardless of relevance.

The appropriate standard is meaningful transparency proportional to legal consequence.

Research Objectives / Research Questions

The study investigates how Al-assisted patent examination can remain efficient while
preserving procedural transparency, examiner accountability, and applicant confidence.

The objectives are to evaluate simulated prior-art retrieval performance across technical
fields, determine whether domain variation produces different omission risks, assess the
frequency of unexplained adverse recommendations, evaluate the effect of transparent

human-review controls, and formulate a lifecycle framework for Al-assisted examination.
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The study addresses five research questions:

RQ1: How does Al-supported prior-art retrieval performance vary across technical domains?
RQ2: Can high average retrieval performance conceal meaningful domain-specific
omissions?

RQ3: How frequently can Al-generated recommendations become insufficiently explained
when used without structured transparency controls?

RQ4: To what extent do source traceability, examiner verification, and reasoned human
review reduce unexplained adverse recommendations?

RQ5: What information should patent offices record and disclose to make Al-supported

examination appropriately transparent without compromising confidentiality or security?

Methodology
a) Research Design and Synthetic Corpus

A simulation-based audit containing 1,800 synthetic patent applications was created.
Applications were distributed equally across mechanical systems, computer-implemented
inventions, chemistry, and biotechnology.

No unpublished patent applications, confidential prosecution records, identifiable applicants,
or internal patent-office datasets were used.

Table 1: Simulation Design and Analytical Variables

Variable Operationalization Measurement Function

Synthetic Applications Artificial patent-like records N = 1,800 Unit of analysis

) Mechanical, computer, ) )
Technology Domain ) ) Categorical Domain factor
chemistry, biotechnology

) Synthetic benchmark reference ) Retrieval
Relevant Prior Art Binary / ranked
set benchmark
) Relevant references identified by Primary search
Retrieval Recall Percentage ]
Al metric
o Retrieved documents that were )
Precision Percentage Search quality
relevant
) Simulated examination-support Binary / ) )
Al Recommendation i Assistance variable
output categorical
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Explanation Presence of evidence and 0-100 Transparency
Completeness rationale metric
Examiner Review Human verification of Al output 0/1 Governance control
) ) Recorded examiner Accountability
Override Logging ] 0/1
disagreement measure
) ) ) Primary
Unexplained Adverse Negative recommendation
) ) ) 0/1 transparency
Recommendation lacking adequate traceable basis
outcome

b) Simulated Examination Workflow

The Al layer performed synthetic prior-art similarity ranking and generated provisional
examination recommendations. A fixed random seed of 17 supported reproducibility.

Two scenarios were modeled.

The Al-only assistance scenario allowed recommendations to proceed to workflow output
without mandatory explanation validation.

The transparent examination scenario required source citation, search-history documentation,
confidence disclosure, examiner verification, human-authored legal reasoning, and logging

where the examiner rejected or materially modified an Al recommendation.
c) Statistical Analysis

Descriptive statistics were used to compare recall and precision across domains.
Transparency risk was measured using the proportion of adverse Al recommendations
lacking an adequately traceable evidence-and-reasoning chain.

Graph 1: Simulated Al Prior-Art Retrieval Recall across Technology Domains
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Graph 1 demonstrates heterogeneous retrieval performance across the four simulated
technical domains. Mechanical systems achieved the highest recall at 95.1%, followed by
computer-implemented inventions at 91.7%, chemistry at 89.4%, and biotechnology at
86.8%. The 8.3-percentage-point difference between the strongest and weakest domain
illustrates why patent offices should avoid relying exclusively on overall retrieval averages.
A search system performing strongly for mechanically descriptive claims may behave
differently when relevant prior art depends heavily on biological terminology, sequence
information, chemical structures, or specialized scientific disclosure. These values are
entirely synthetic and do not represent performance measurements of the USPTO, EPO, JPO,

WIPO, or another patent authority.

Results

The simulation produced an overall prior-art retrieval recall of 90.8%, although performance
varied meaningfully across the four technology domains. Mechanical systems achieved the
strongest retrieval performance, whereas biotechnology demonstrated the lowest recall and
F1 score. The transparency-governance scenario also showed substantial reductions in
unexplained adverse recommendations after traceability requirements and mandatory human
review were introduced. Across all technology domains, the mean unexplained-adverse-
recommendation rate declined from 15.5% under the Al-only condition to 3.9% under the
transparent human-reviewed process, corresponding to an absolute reduction of 11.6
percentage points and an approximate relative reduction of 74.8%. These findings suggest
that retrieval accuracy alone is insufficient to establish trustworthy Al-supported patent
examination and that transparency depends on linking algorithmic recommendations with
identifiable prior-art evidence, documented search processes, examiner verification, and
explicit legal reasoning.

Table 2. Simulated Al Prior-Art Retrieval Performance

Technology Domain n Recall Precision F1 Score
Mechanical Systems 450 95.1% 92.8% 93.9%
Computer-Implemented Inventions 450 91.7% 88.9% 90.3%
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Chemistry 450 89.4% 90.6% 90.0%
Biotechnology 450 86.8% 87.5% 87.1%
Overall 1,800 90.8% 89.9% 90.3%

Table 2 demonstrates that simulated prior-art retrieval performance differs across
technological domains. Mechanical systems record the highest recall at 95.1%, precision at
92.8%, and F1 score at 93.9%, indicating comparatively strong identification of relevant prior
art. Computer-implemented inventions also demonstrate relatively high performance,
although recall decreases to 91.7% and precision to 88.9%. Chemistry produces a more
balanced performance profile, with recall of 89.4% and precision of 90.6%. Biotechnology
presents the most challenging retrieval condition, with recall declining to 86.8%, precision to
87.5%, and the F1 score to 87.1%. The overall results across 1,800 simulated records yield
recall of 90.8%, precision of 89.9%, and an F1 score of 90.3%. These differences indicate
that the reliability of Al-supported prior-art retrieval may vary according to technological
vocabulary, document structure, claim complexity, and the degree of semantic specialization
within individual patent domains.

Table 3. Simulated Transparency Outcomes Before and After Governance Controls

Technology Domain Al-Only Unexplained Transparent Human- Absolute
Adverse Recommendation Reviewed Process Reduction
Mechanical Systems 13.8% 3.1% 10.7 pp
Computer-
Implemented 17.4% 4.6% 12.8 pp
Inventions
Chemistry 11.6% 2.8% 8.8 pp
Biotechnology 19.1% 5.2% 13.9 pp
Mean 15.5% 3.9% 11.6 pp

Table 3 shows substantial improvement in transparency-related outcomes after governance
controls are introduced. Under the Al-only condition, biotechnology demonstrates the highest
unexplained adverse-recommendation rate at 19.1%, followed by computer-implemented

inventions at 17.4%, mechanical systems at 13.8%, and chemistry at 11.6%. When the
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workflow incorporates traceability, documented evidence, and mandatory human examiner
review, these rates decline to 5.2%, 4.6%, 3.1%, and 2.8%, respectively. Biotechnology
records the largest absolute reduction at 13.9 percentage points, while computer-implemented
inventions show a 12.8-percentage-point decline. The mean rate decreases from 15.5% to
3.9%, representing an approximate 74.8% relative reduction. The modeled findings therefore
suggest that governance controls can substantially reduce the proportion of adverse
recommendations that lack sufficiently transparent evidentiary and reasoning pathways.

Graph 2. Simulated Transparency Risk Before and After Human-Review Controls
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Graph 2 visually compares the modeled unexplained-adverse-recommendation rate under an
Al-only workflow with the rate observed after the introduction of transparent human-review
controls. Biotechnology exhibits the highest baseline transparency risk, with an Al-only
unexplained recommendation rate of 19.1%, which declines substantially to 5.2% under the
governed workflow. Computer-implemented inventions show a similar reduction from 17.4%
to 4.6%, while mechanical systems decline from 13.8% to 3.1%. Chemistry records the
lowest values under both conditions, decreasing from 11.6% to 2.8%.

The graph indicates that the largest absolute benefits of governance occur in the domains with

the highest initial transparency risk. More importantly, the pattern demonstrates that
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transparency cannot be created merely by improving retrieval accuracy. A technically
accurate system may still produce insufficiently explainable recommendations if the
underlying prior-art sources, search sequence, relevance judgments, and legal reasoning
remain inaccessible to the examiner or applicant. The governed workflow performs better
because algorithmic output is linked to identifiable evidence, traceable search activity, human
verification, and documented reasoning. The results therefore support a human-centered
patent-examination model in which Al assists prior-art discovery but final evaluative

responsibility remains with qualified examiners.

Discussion / Critical Discussion

The results demonstrate that Al transparency in patent examination should be evaluated
independently from predictive or retrieval accuracy. A system can identify relevant prior art
at a high rate while remaining procedurally opaque if neither examiners nor applicants can
determine the evidentiary path from input to output.

The simulated domain differences reinforce the importance of field-specific validation. Patent
literature is not linguistically homogeneous. Relevant novelty or inventive-step evidence can
be expressed through drawings, formulas, sequence information, experimental examples,
functional claim language, translated documents, or terminology that changes over time.
Patent offices therefore require domain-sensitive performance audits rather than one universal
accuracy metric.

Existing institutional practice already demonstrates several elements of this approach.
USPTO documentation states that Al Similarity Search activity is reflected in recorded search
histories and that examiner-selected information is used to refine Al-assisted searches. The
current automated-search pilot also retains an internal Al tool while evaluating its usefulness
and scalability rather than treating it as an unquestioned replacement for examination.

The EPO adopts an even more explicit accountability position. Its Al Policy states that final
decisions are taken by humans and that responsibility remains with the human decision-
maker and institution. It also identifies data quality, privacy, security, fundamental rights, and

human-centric governance as relevant Al considerations.
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These developments support a model of augmentative transparency: Al expands examiner
capability, but it should also produce better documentation rather than a less intelligible

administrative record.

Research Contribution / Implications

This study contributes a practical framework for distinguishing technically useful Al from
procedurally legitimate Al in patent administration.

o For patent examiners, transparency should reduce rather than increase cognitive
burden. Al systems should surface the most relevant source documents, explain which
application content generated the retrieval, provide confidence or relevance indicators
where meaningful, and enable examiners to modify searches independently.

o For patent applicants, the essential transparency requirement is not disclosure of
proprietary model weights. Applicants need to understand the legal and evidentiary
basis for an examination conclusion sufficiently to respond effectively.

e For patent offices, auditability is critical. USPTO procedures concerning Similarity
Search already illustrate the value of recording Al-assisted searches in examination
history. A broader transparency framework could additionally retain system version,
significant input parameters, examiner overrides, and validation information.

« For international patent cooperation, interoperability is important because prior art
extends across jurisdictions and languages. WIPQO's Al-tools initiative documents
varied uses of Al across intellectual property offices, demonstrating both opportunity
and the potential for divergent governance practices.

o For system developers, applicant identity, inventor identity, assignee identity, or
other irrelevant information should not influence technical relevance ranking without
a legitimate examination purpose. USPTO documentation provides an example of
bias mitigation by excluding applicant, inventor, and assignee information from
particular Al search-training inputs.

o For institutional quality assurance, transparency metrics should be incorporated
alongside retrieval recall and processing speed. Useful measures include missed-prior-
art rate, explanation completeness, examiner-override rate, domain-specific recall,

repeatability, and proportion of examination actions supported by traceable evidence.
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Conclusion

Artificial intelligence has become an increasingly important component of modern patent
administration. WIPO documents Al initiatives across intellectual property offices, the
USPTO uses Al-enabled similarity search and has experimented with automated pre-
examination searching, the EPO is integrating Al into examination-related infrastructure, and
the JPO has continued to investigate Al applications within patent-examination workflows.
The use of Al does not inherently reduce procedural transparency. Properly governed systems
can make examination more transparent by creating better search records, organizing
evidence, documenting relevance, and supporting consistent examiner workflows. Opacity
emerges when recommendations lack source traceability, system limitations are concealed, or
an Al output acquires practical authority without clear human verification.

The simulation illustrates this distinction. Prior-art retrieval recall remained high overall but
varied across technical domains, reaching 95.1% for simulated mechanical applications and
86.8% for biotechnology. These results demonstrate why performance should be
disaggregated rather than represented through one system-wide percentage. The transparent
workflow also reduced the modeled unexplained-adverse-recommendation rate from 15.5%
to 3.9%.

Transparency therefore requires a chain connecting

application — Al-supported search — identifiable evidence — examiner evaluation —
legal reasoning — recorded decision.

Patent offices need not disclose every technical detail of an Al model to achieve meaningful
transparency. They should, however, maintain enough information to determine which
systems were used, what evidence they surfaced, what their relevant limitations were, how
the examiner evaluated their output, and why the resulting legal conclusion was reached.
Such an approach preserves both administrative innovation and the procedural legitimacy on
which reliable patent rights depend.

Limitations

The analysis is based entirely on synthetic patent applications and simulated Al performance.
It does not measure any operational system deployed by WIPO, USPTO, EPO, JPO, CNIPA,
KIPO, or another intellectual property authority.
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The technology-domain categories simplify substantial within-field variation. Biotechnology
applications involving genetic sequences, for example, may require different search
architectures from medical-device biotechnology applications.

The simulation also focuses primarily on prior-art retrieval and adverse-recommendation
transparency. Al may support other examination functions including classification, machine
translation, application allocation, document drafting, knowledge retrieval, and administrative
processing.

No actual applicant responses, examiner interviews, appeal records, or prosecution histories
were analyzed.

The transparency score does not constitute a legally recognized standard and should be
treated as a methodological construct.

Complete reproducibility may also be technically impossible for certain continuously updated
machine-learning systems unless model versions and relevant states are preserved.

Finally, transparency must be balanced against confidentiality and cybersecurity.
Unpublished patent applications may contain commercially sensitive technical information.
USPTO's Al search documentation explicitly notes confidentiality safeguards and secured
system boundaries, demonstrating that transparency should not require uncontrolled

disclosure of confidential examination inputs.

Future Work

Future research should examine operational Al-assisted patent examination using
appropriately authorized and anonymized administrative data.
A major priority is domain-specific retrieval auditing. Patent authorities could independently
evaluate Al search performance across chemistry, biotechnology, computer science,
electronics, mechanical engineering, materials, pharmaceuticals, and emerging
interdisciplinary technologies.
Future research should also compare:

« traditional examiner search

o Al-assisted similarity search

e hybrid Al plus structured examiner search

e automated pre-examination retrieval followed by independent examiner validation
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Another important research direction concerns explanation design. Patent examiners do not
necessarily require technically complex post-hoc explainability visualizations. More useful
transparency may come from showing which claim terms, specification passages,
classification codes, semantic concepts, and cited documents contributed to a result.
Model-update governance also requires investigation. Offices should determine whether
major changes require new validation benchmarks, documentation revisions, or transitional
controls.

Human-factors research should measure automation bias and determine whether ranked Al
results alter examiner search diversity or willingness to investigate lower-ranked references.
Applicant-facing transparency warrants particular attention. Research should establish what
information helps applicants meaningfully understand and respond to Al-influenced
examination without disclosing confidential infrastructure or overwhelming users with
irrelevant technical details.

Finally, comparative institutional research should evaluate whether international patent
offices converge around common principles of human accountability, traceable evidence,

confidentiality, explainability, and auditability as Al integration expands.
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